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The Classi�cation Problem

Goal Given a set of labeled training documents...

label other documents
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Accurac y vs. Training Size
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HPLC's document model [2]

Topics: A semantic �eld, described by a word distribution. Classes: A set of documents sharing a common thematic feature.

Class conditional word distributions are weighted mixtures of their ancestral topic conditional word distributions.

Documents from different classes may share words common to their ancestry.
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Co-occurence probability

Probability of a particular word/document co-occurrence, P (i; j ):

P (i; j ) =
X

�

P (� )P (i j� )
X

� " �

P (� j� )P (j j� )

� " � signi�es we sum over all � which are ancestors (upwards) of �

P (� j� ) = 0 when � 6" � .

Model parameter s: P (� ), P (i j� ), P (� j� ), and P(j j� ).
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Categorization

Goal: categorize a document (expressed as a set of co-occurrences), given a

training set of co-occurrences and their respective, manually assigned
categories.

Training: model parameters obtained by maximizing the likelihood,

P (i; j; � ) = P(� )P (i j� )
X

�

P (� j� )P (j j� ):

MLE for P (� ) and P(i j� ) found from relative frequencies.

P (� ) =
jf r jc(r ) = � gj

L
; P (i j� ) =

jf r ji (r ) = i and c(r ) = � gj
jf r jc(r ) = � gj

Remaining parameters cannot be obtained analytically.

Will obtain them using Expectation-Maximization (EM) [1].
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Maxim um Likelihood Parameter
Estimation

Given probability density function, p(X j�) , governed by set of parameters, � .

If sample includes N data points, assuming independence, then sample will
have a probability density of

p(X j� ) =
NY

i =1

p(xi j�) = L (� jX )

This may be thought of both as

the likelihood of the data given the parameters, P (X j�)

the likelihood of the parameters given the data, L (� jX ).
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MLE Cont.

Goal: choose parameters � � which maximize the likelihood of the parameters,

� � = arg max
�

L (� jX ):

We may maximize log L (� jX ), the log-likelihood.

Categorization for MALACH – p.9/42



MLE in HPLC's Training Phase

maximize the likelihood function,

P (D) =
LY

i =1

 

P (� )P (i j� )
X

�

P (� j� )P (j j� )

!

;

or rather, it's log likelihood counterpart,

P (D) =
LX

i =1

log

 

P (� )P (i j� )
X

�

P (� j� )P (j j� )

!

;

But P (� j� ) and P(j j� ) cannot be obtained analytically...
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The Expectation-Maximization
Algorithm

A general method for determining MLE's for parameters when

the data is incomplete

has missing values

or when portions of the data can be considered to be hidden.

Given observed data X , hypothesize additional (unobserved data) Y.
Complete set of data exists, Z = (X ; Y), governed by the joint density function

P(zj�) = P(x; yj�) = P(yjx; �) P (xj�) :

De�ne a new likelihood function, the complete data likelihood

L (� jZ ) = L (� jX ; Y) = P(X ; Yj�) :
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EM Step 1: The E-Step

Calculate expectation of completed data log-likelihood with respect to

unobserved data Y, given observed data X and current estimates for the
parameters � .

Q(� ; � ( i � 1) ) = E [log P(X ; Yj�) jX ; � ( i � 1) ]:

Q(� ; � ( i � 1) ) =
LX

r =1

Z
(log P(xr ; yr j�)) P (yr jxr ; � ( i � 1) )dyr :
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EM Step 2: The M-Step

Set � equal to the argmax of Q(� ; � ( i � 1) ).

Now

Q(� ; � ( i � 1) ) =
LX

r =1

Z
(log P(xr ; yr j�)) P (yr jxr ; � ( i � 1) )dyr : (1)

and,

P (yr jxr ; � ( i � 1) ) =
P (xr ; yr ; � ( i � 1) )R

P(xr ; yr ; � ( i � 1) )dyr
; (2)

which we may combine to obtain

Q(� ; � ( i � 1) ) =
LX

r =1

Z
(log P(xr ; yr j�))

P (xr ; yr ; � ( i � 1) )R
P(xr ; yr ; � ( i � 1) )dyr

dyr (3)
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Deterministic Annealing Variant

Parameterize the posterior in Equation 2 with a parameter � ,

f (yr jxr ; � ( i � 1) ) =
P (xr ; yr ; � ( i � 1) )�

R
P(xr ; yr ; � ( i � 1) )� dyr

: (4)

If � = 1, then f (yr jxr ; � ( i � 1) ) = P (yr jxr ; � ( i � 1) ), and the expectation
obtained by using 4 in place of 2 in Equation 3 is simply the expectation

desired in the standard (non-annealed) EM algorithm.

Intuition: a “heated” posterior (ie, � < 1) will be smoother and more easily

maximized. a

aThe idea comes from a statistical physics analogy, where heated solids will form crystal structures, thus

minimizing energy, if cooled slowly.
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Deterministic Annealing EM

1. Set � = � 0, 0 < � 0 � 1

2. Initialize a guess � (0) , and set i = 1.

3. E-step: compute

Q� (� ; � ( i � 1) ) =
LX

r =1

Z
(log P(xr ; yr j�))

P (xr ; yr ; � ( i � 1) )�

R
P(xr ; yr ; � ( i � 1) )� dyr

dyr (5)

4. M-step: set � ( i ) equal to the argmax of Q� (� ; � ( i � 1) ).

5. If k� i � � ( i � 1) k � � , goto Step 3. Else continue.

6. Increase � .

7. If � < � max , increment i and return to Step 3; else stop.
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EM in HPLC

It can be shown [3], [2] that, for the hierarchical document model, we may

arrive at:

E-step:

hT�� (r )i ( t ) =
P (� )P (i (r )j� )P (� j� )P (j (r )j� )P

� P (� )P (i (r )j� )
P

� P (� j� )P (j (r )j� )

M-step:

P ( t +1) (� j� ) =

P
r hT�� (r )i ( t )

P
r

P
� hT�� (r )i ( t )

P ( t +1) (j j� ) =

P
r ;j ( r )= j

P
� hT�� (r )i ( t )

P
r

P
� hT�� (r )i ( t )
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Categorization

Categorize document d based on posterior class probability

P (� jd) / P (dj� )P (� ), where P(� ) known from the training phase.

A poor method: Bayes rule gives the posterior probability as

P(� jd) =
P(� )

Q
d

P
� P (� j� )P (j j� )

P
� 0 P (� 0)

Q
d

P
� P (� j� 0)P (j j� )

Fast, but likely to cause under�o w.

Two possib le solutions:

1. Do the multiplications in logspace

2. Use EM again...
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Categorization 2

P (dj� ) may be estimated using EM to maximize log-likelihood of the document w.r.t.
P (dj� ):

L (d) =
X

s

log
� X

�

P (� )P (dj� )
X

�

P (� j� )P (j (s)j� )
�
;

where s is the number of co-occurrences in the document.
Use the EM iteration

E-step:

hC� (s)i ( i � 1) =
P (� )P (d(s)j� )

P
� P (� j� )P (j (s)j� )

P
� P ( i � 1) (� )P (d(s)j� )

P
� P (� j� )P (j (s)j� )

(6)

M-step:

P ( i ) (dj� ) =

P
s hC� (s)i ( i � 1)

# � +
P

s hC� (s)i ( i � 1)
(7)
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Categorization 3

P(dj� ) is estimated for every document class � .

We expect the document to belong to the class for which P(� jd) is maximized,

since P(� jd) / P (dj� )P (� )
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Hiercat: an HPLC Implementation

Before running a hierarchical categorizer, we must...

Specify the hierarchy

Preprocess training data

Preprocess testing data
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Langua ges

Perl

used for all preprocessing.

chosen for its simplicity in string manipulation, and wide availability of
useful packages (eg, XML::DOM for XML parsing).

C

used for entire main body.

no non-standard third party code is used, maximizing portability
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Specifying the Hierar chy

<topic name=" root ">
<topic name=" sports ">

<class name=" rec.sport.baseball "/>
</topic>

<topic name=" religion ">
<class name=" alt.atheism "/>

</topic>

<topic name=" politics ">
<class name=" talk.politics.guns "/>
<class name=" talk.politics.misc "/>

</topic>
</topic>

A simple (XML) hierarchy descriptor ®le is
parsed (parseHierarchy.pl ), producing

1. a mapping between human
readable class names (eg,
talk.politics.gu ns ) and their
internal numeric representation.

2. a mapping between human readable
topic names (eg, politics ) and their
internal id number.

3. A binary representation of the hierarchy,
to be parsed by Hiercat, which speci®es
the ancestral topics for each class.
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Preprocessing

Training Data Create and store

a mapping between unique segment token stems (ie, words in the training

documents, after stoplisting and stemming) and their internal numeric
representation

a list of training documents and their internal id number.

This mapping is then applied to each training document.

Testing Data Apply word! wordnumber mapping created in training data
preprocessing to documents to be categorized (the testing data).

Also store a list of testing documents and their internal id number.
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Hiercat

Some features

Runtime logging

Internal �s timing routines

Automatic experiment-description logging, containing

a complete speci�cation of the experiment, suf�cient to produce the

exact results again

the categorization results

optionally speci�ed session comments

timing, system, & misc. information

Restart after train

Parallelized with MPI
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Experiment log ging

Experiment parameters, output, and conditions saved in a simple XML �le .

1. every run may be later analyzed for any possible reason

a run initially done to measure runtime vs. number of classes will also

save output data that could later be used to measure runtime vs.
convergence tolerance.

2. ensure that a con�gur ation which produces optimal results can be easily

recovered by reviewing previous output �les .

3. guarantee that code modi�cations do not unexpectedly alter categorization

output across revisions.
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Example experiment output...

<hiercat-session-output>
<version>1.16</version>
<session-comment>A session comment</session-comment>
<start-time>Sat May 1 00:46:55 2004</start-time>
<end-time>Sat May 1 00:46:55 2004</end-time>
<run-duration>1015.42</run-duration>
<numprocs>4</numprocs>
<misc>100.194</misc>
<training_docs>150</training_docs>
<testing_docs>1500</testing_docs>
<unique_words>7938</unique_words>
<word_classes>15</word_classes>
<word_topics>21</word_topics>
<data_tuples>39795</data_tuples>
<hierarchy>

(...the hierarchy...)

</hierarchy>
<training>

<tolerance>1e-05</tolerance>
<anneal-schedule>0.1 0.3 0.5 0.8 1</anneal-schedule>
<training-docnums>

(list of training docs and their numbers...)

</training-docnums>

<training-labels>

(training labels...)

</training-labels>
</training>
<testing>

<testing-docnums>

(list of testing docs and their numbers...)

</testing-docnums>
<testing-guesses>

(label scores for each test doc...)

</testing-guesses>
</testing>

</hiercat-session-output>
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Restar t after train

Hiercat stores all MLE parameters to disk after every training phase.

Hiercat can then restart in the testing phase (possibly on a different test set).
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Parallelization
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A large data problem

Need to calculate

hT�� (r )i ( t ) =
P (� )P (i (r )j� )P (� j� )P (j (r )j� )P

� P (� )P (i (r )j� )
P

� P (� j� )P (j (r )j� )

for the M-step iteration... Several options:

Recalculate hT�� (r )i ( t ) for each usage

No storage, but slow—values ought to be saved, since they are reused!

Calculate all hT�� (r )i ( t ) once and store

Faster, but storage is O(N� N� L )!!
Consider a 20news run w/ 100 training docs/class:

N� (15) � N� (21) � L (408; 693) � 8 byte reals = 1:03 � 109 bytes.
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A Sparse 3d Matrix

hT�� (r )i ( t ) is zero for most (�; � ; r )-tuples!!

hT�� (r )i ( t ) =
P (� )P (i (r )j� )P (� j� )P (j (r )j� )P

� P (� )P (i (r )j� )
P

� P (� j� )P (j (r )j� )
= 0

when P(� j� ) = 0. This is true if � is not an ancestor of � !

Store values of hT�� (r )i ( t ) as a 3-dimensional sparse matrix.
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Hiercat' s Sparse Matrices

Multi-level Compressed Row Storage
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Some comple xity analysis...

Hiercat

Training:

Retrieval from the sparse matrix: O(log h)

h is the depth of the keyword hierarchy

Updating P (� j� ): O(N � LN � log h)

Updating P (j j� ): O(N j N � L )

complexity bottleneck (N j � N � ).

Testing:

Updating P (dj� ): O(N � SNd )

kNN

Training: O(L )

Testing: O(L f L u ) (from [4]).

where L f is the average number of documents indexed by a word,

L u is the average number of words per document.
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Validation: 20 Newsgr oups
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Accurac y vs. Training Size
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Edges of separation

When each categorizer is wrong, who is closer?

A measure:

count the number of edges between a wrong guess and the correct answer
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Average Edges of Separation vs.
Training Size
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Confusion Matrices
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The multi-label problem

what you want

what you get

A B

Precision

P =
jA \ B j

jA j

How much of what you got is what you wanted

Recall

R =
jA \ B j

jB j

How much you got of what you wanted

F-measure

F =
2P R

(R + P )
Macro-averaging: across categories. Micro-averaging: across every decision.
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Precision/Recal: Micr o-Avg.
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Peak F measure/training docs:
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Future work

The multi-label problem.

Categorizing with few examples.

Czech categorization
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