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ABSTRACT

We consider the problem of evaluating automatic speed
recognition lattices to predict their usefulnessin speed re-
trieval applications. In particular, we focus on ranking ut-
terances by our con dence that they contain a query term.
Our purposeis to close the gap between recognition ef-
forts, which have traditionally focused on producing one-
best transcripts, and recert retrieval systems, which may
utilize multiple transcript hypothesesin indexing and seard.
We presert a simple framework for comparing the ability of
two measuresto predict how well a system can retrieve a
matching lattice. In a comparison with the traditional mea-
sure, simple accuracy (or word error rate), we show with
statistical signi cance that two new measuresare superior
at predicting a vocabulary independert utterance retrieval
system's rank ordering of speed utterances.

Categories and Sub ject Descriptors: H.3 [Information
Storage and Retrieval]: Miscellaneous

General Terms: Design, Measuremert, Experimentation

Keyw ords: speed utterance retrieval, keyword spotting,
speed recognition lattices

1. INTRODUCTION

Early work in spoken document retrieval (SDR) focused
largely on applying an available information retrieval (IR)
system to the one-best transcript output of an available
automatic speed recognition (ASR) system [1]. The com-
plex componerts in this cascadeapproach were largely black
boxes and often could only be super cially integrated. Ad-
vancemerts certered not on improving the integration of
these technologies, but largely on coping for their de cien-
cies (e.g., document expansion techniques to recover from
mediocre recognition transcripts).

This modular approach was a reasonable thing to do be-
causespeed people already knew something about produc-
ing these transcripts. Transcripts are, after all, the natu-

ral output for human users. Speed people also knew how
to measure their performance at the task, using word er-
ror rate (WER) or accuracy. For the transcription problem,
WER makes sense: given a transcript, WER gives some-
thing like the proportion of recognized words which need
to be xed. It's also simple to explain: given a reference
and hypothesized transcript, with an alignment allowing
for some insertions, substitutions, and deletions, we de ne
WER  LnstSubrDel ywhereN is the length of the reference
transcript. Accuracy is1 WER.

This resulted in IR people asking the question: how good
does my WER need to be to do reasonable IR? Or if an
IR person was speaking to a speed person, he might say:
just make my WER smaller. The assumption, which we will
soon re-examine, has often beenthat a smaller WER meant
better retrieval.

In this paper, we focus on the problem of ranking short
speed utterances by our condence that they contain a
query term. We refer to this problem as ranked utterance
retrieval. We emphasize here that SDR cannot be reduced
to simply the problem of keyword spotting or utterance re-
trieval. However, nding the occurrence of terms is at least
a necessary componert of every SDR system. More im-
portantly, this limited focus a ords us greater clarity when
considering the evaluation of speed recognition output. In
particular, we can avoid the mixing e ects of full SDR (e.g.,
a misrecognized word may not hurt ranking if other query
terms hit). Alternativ ely, we can think of utterance retrieval
roughly as SDR with very short queries(an important di er-
encebeing that we have only a trivial notion of \relevance").

2. A PROBLEM

Unfortunately , WER, a measureson transcripts, is poorly
matched to the IR problem. Consider the four hypotheses
for the sertence\The man is tall" below:

Sertence | mistake | WER

The man is the | 1 Sub .25
The man tall | 1 Del .25

The manisistall | 1Ins .25
The man istall tall | 1Ins .25

With respect to WER, these sertences are all the same.
Clearly, for IR systemswhich count words|and care most
about the informativ e ones, WER isn't adequately charac-



Figure 1. A phone lattice
word \probably" Arc thic kness is prop ortional to
the transition probabilit y. Large lled circles mark
the most probable path.
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terizing the utilit y of the dierent hypotheses! While arti-
cial, this example illustrates the dicult y: there is a mis-
match between WER and the IR problem.

More recertly, speed retrieval research has moved away
from using only the one-best transcript of the audio. Just
as cross-languagelR can be improved by using probabilistic

term frequency translation instead of a one-best hypothesis
(i.e., by more fully capturing the uncertainty in translation),

spoken-document IR can be improved by searding the lat-
tice of utterance hypothesesrather than only the onedeemed
most probable. A lattice is just a simple way of represerting
the ASR system's uncertainty in prediction. Consider Fig-
ure 1. Moving from left to right, the lattice arcs show which
phone was spoken and with what probabilit y (according, in
this case,to an acoustic and language model).

Recognition lattices might contain words or phones(or other
things). This work focuseson phones,in part becausephone
recognition is hard. With phone recognition, there is no
shortage of uncertainty to carefully represert in the lattice
(so that we are particularly concerned with evaluating the
utilit y of phone lattices). Phone (or subword) lattices are
also especially promising for IR applications. Becausethey
facilitate vocabulary independent term detection, we expect
them to be more useful at nding the rarest (i.e., most in-
formativ €) words. These words, becausethey are rare, are
likely to fall outside of the xed vocabulary of a conventional
word-based ASR system (and the lattices it may produce).

It may be tempting to think of words and phonesin lat-
tices interchangeably (as though phones were just really
short words), but this is a misleading simpli cation. It
isn't enough to just estimate the expected number of oc-
currences of each phone in the lattice, asyou might to pro-
duce a\bag of words" for indexing. Certainly, represerting
a spoken document as a\bag of phones"doesn't seemvery
useful. Another di erence is that, with words, you might not
worry too much about misrecognizing a few and recovering
the downstream retrieval performance with tricks like doc-

!Recertly, [3] proposed some measureswhich indicate the
\prop ortion of information communicated" by the hypoth-
esis. Again, however, their focus was on a human reader,
not producing input for an IR system (which may consider
multiple hypotheses).
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Figure 2: Second degree polynomial trend surfaces
t by least squares for (1) phone accuracy and (2)
MAP . Notice that the greatest accuracy is near the
middle (white space), while MAP is best (and get-
ting better) in the top left.

ument expansion. That technique won't directly translate

to the phone case: the phones we recognize are only use-
ful if they are recognizedin the right context (that is, after

all, where phonescan convey meaning). This connectedness
requirement for phone sequencehypothesesagain motiv ates
the evaluation of lattices.

Moreover, using lattices rather than only a one-best tran-
script dramatically changes how we must evaluate speet
systemsfor IR. Keep in mind that WER is really a measure
of the utilit y of a transcription. For the speed transcrip-
tion problem, there may be a di erence between\recognize
speed” and\wreck a nice bead," but if both these hypothe-
sesare captured in the lattice with some probabilit y, an IR
system which usesthe lattices still has a ghting chance
of nding your document. This is to say, the evaluation of
recognition output should alsoconsider (with an appropriate
weighting) lessprobable utterance hypotheses.

The mismatch, we seenow, is that one-best WER is a mea-
sure designed for humans (i.e., transcripts), not state of
the art speed retrieval systems. And this mismatch oc-
curs in the real world?. Supposeyour speed guy is tuning a
phone recognizer to maximize the phone accuracy for your
phonetic-lattice basedspoken utterance retrieval system. To
measure the downstream IR performance, you sort the ut-
terances by your con dence that they contain a query word
and compute the averageprecision (AP) over the list. Aver-
aging over many query words, this is mean averageprecision
(MAP) 3. The speet guy works on improving the phone ac-
curacy by tuning two common parameters on the output lat-
tices: the phone insertion penalty and the language model
scale factor®. The results from such a scenario are plotted
as trend surfacesin Figure 2. In the gures, the phone in-
sertion penalty and language model scale factor are being
varied as phone accuracy and mean average precision are

2The data for this example was produced using the utterance
retrieval systemdescribed in [4] on a set of CallHome English
telephone speed.

%This might seema bit funny to IR people, who are used
to averaging over topics. Just think of MAP as a way of
evaluating something with good and bad items in a ranked
order (in this case,short utterances).

4Seel6] for de nitions.



obsened. Unfortunately , as we seehere, you can spend a
lot of time searding for the best accuracy (or WER), only
to move away from the best MAP . Optima for the scoresare
at di erent settings of the parameters!

Unfortunately , due to the complexities of IR systems, it
seemshopelessto seard for a new speed evaluation mea-
sure whose optimum will exactly correspond to the best IR
performance. At this point, we might throw up our hands,
simply forget about evaluating the recognition componert,
and instead evaluate end to end: tune recognition parame-
ters and obserne MAP, tune parameters, observe MAP, and
so on. Unfortunately , this is rather costly. A better choice
is a new measure for the recognition component which is a
better predictor for seard performance.

3. NEW MEASURES

Retaining only the one-best hypothesis from recognition is
fundamentally a precision-oriented strategy. But to maxi-
mize retrieval utilit y (as modeled by MAP), we also need
to concern ourselves with recall. That is to say, we have to
consider less probable paths through the lattices. The dif-
cult y then, is determining how much weight to assign to
these less-probable lattice traversals. In this study, we are
concernedwith choosing a measureon lattices that respects
the needto consider non-best hypotheses.

3.1 ExpectedAccuracy

For IR systemswhich considerthe ertire lattice of speed hy-
potheses,a natural alternativ e to simple one-best accuracy
is the expected accuracy over the lattice. Given a lattice L
containing many paths * (i.e., * 2 L), the expected (phone)
accuracy over all paths is

X
Ep, [Acc] =
‘2L

PL () Acc('):

Here, Acc(") denotes the phone accuracy along one lattice
path *. The posterior distribution P_ (') is de ned as

P
expf -S()g
B ;
oL expf ., S()o

where expf g denotes exponertiation; we assumethe score
S( ) for an arc  on the path is a log probability (e.g.,
the sum of the acoustic and language model log probabili-
ties). This distribution may be e cien tly computed using a
variant of the forward-backward algorithm. This function-
ality is currently supported by the SRI language modeling
toolkit [5].

PL()= R

In practice, we estimate the expected accuracy by randomly
generating M paths through the lattice (in this study, M =
500) and then averaging the accuracies computed for each
traversal:

[
Ep, [Acc] M

i=1

Acc(i):

Here, *i is just the ith random traversal ("; 2 L). Figure 3
shows the mean sample accuracy quickly convergesto the
true expected lattice accuracy as M increases.

3.2 Min. of Expectedand Simple Accuracy
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Figure 3: Mean squared error in mean sample ac-
curacy vs. sample size for the three lattices from
Figure 4. Lines are drawn in the same way in both
plots. We see the misb ehaving lattice from Figure 4
tak es the most samples for convergence.

Figure 4 shows the distribution of accuraciesfor three exam-
ple lattices, as well as their mean (expected) accuracy and
the accuracy from their most-probable path. Not surpris-
ingly, for lattices which exhibit small variance in accuracy,
the one-best and expected accuraciesare closetogether. We
might expect that, as the variance (and thus the risk of
traversing low-accuracy paths) increases,the expected accu-
racy would tend to beincreasingly consenativ e in estimating
the utilit y of the lattice. For example, the multimo dal (mis-
behaving) distribution seenin Figure 4 has a much lower
mean than one-best accuracy. Another way of saying this is
that we expect that the accuracy on the \b est" path ought to
be better than the averageaccuracy for a randomly sampled
path.

But this is not always the case. Consider Figure 5, which
plots the expected accuracy for eac lattice against its one-
best accuracy, conditioned on the standard deviation in ac-
curacy. For the riskiest lattices, we seethat expected ac-
curacy is often greater than the one-best accuracy. Since
it seemsreasonableto supposethat a lattice having higher
expected than simple accuracy is poorly behaved, we take
as our secondmeasurethe minimum of both measures,

ACCmin = MIN (ACCexp:; ACCone best):

4. EVALUATION

For our lattice retrieval system, we use the phonetic-lattice
indexing approach described in [4]. To evaluate whether our
new measuresare better predictors of retrieval performance,
we consider again the utterance retrieval task.

Supposethe recognizerdoesa good job producing the phone
lattice. In this case,we'd expect utterances to be ranked
highly by the retrieval system for terms they contain. Like-
wise, we'd expect utterances to have a lower rank when they
are poorly recognized. In other words, if a recognition mea-
sure is doing a good job at predicting how easyit is to nd
the lattice, then the measureought to be strongly correlated
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Figure 4: The distribution  of accuracies for three
lattices. Note, accuracy is quantized (not contin u-
ously distributed), so the densit y estimates are just
to aid in visualization.
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Figure 5: Exp ected accuracy vs. one-b est accuracy .
Each of the four subplots contains one fourth of all
the lattices, where we partition by their standard
deviation in accuracy .

with the rank order of the lattice in the seard results.

Figure 6 shows expected accuracy and one-best accuracy
plotted against the rank of the correct lattices for one query
term, \ab out". Using Kendall's to test correlation for each
measure and the lattice's rank order, we seein this case
that the expected accuracy produces a stronger correlation
( = 0:29)than one-bestaccuracy ( = 0:21). Note that
the correlation is negative becausethe rank position of a
lattice gets bigger (worse) as the accuracy decreases.

To determine if this improvemert is signi cant, we compare
Kendall's on 868 query words having more than one cor-
rect lattice. Of these, 489 queries have the same value of

(this is so becausemany queries have very few correct lat-
tices). A remaining 210 have higher value using expected
accuracy and 169 with one-best accuracy. Accordingly, we
may apply the Fisher sign test, where our null hypothesis
is that neither evaluation measureis superior at predicting
the lattices rank order. We nd that expected accuracy is

Figure 6: Exp ected accuracy and one-b est accuracy
plotted against the rank order of retriev ed utter-
ances for the query term \ab out" .

signi cantly better, with p-value 0:0199. Along the same
lines, we compare Accmin and one-best accuracy, and nd
that Accmin is signi cantly better, now with p-value 0:0017.

One reasonwhy expected accuracy may outp erform simple
accuracy at this task is becausesimple accuracy tends to be
heavily quantized for short utterances. This is essetially
the sameproblem we outlined in Section 2's toy sertence ex-
ample. By taking a weighted average over many traversals'
accuracies, expected accuracy reducesthis quantization ef-
fect, as we seein Figure 5: expected accuracy distinguishes
between lattices that simple accuracy does not (note the
many lattices spread along Acc = 0).

A secondreasonwhy these new measuresmay outp erform
simple accuracy relates to the distribution of path probabil-
ities in the lattice. Supposethe most probable path is also
the best (lowest WER) path with probability p;. For com-
puting one-best accuracy, we don't care whether the second
best path has probability pi1=2 or p1=1000. The result is
that we only care about the relative (not absolute) scaling
of language model vs. acoustic model scores. If the relative
scaling of language to acoustic model scoresis xed, the
rank ordering of the paths will remain xed. If however, we
intend to compute posteriors on sequencesn the lattice|as
we commonly do for indexing, then we care not only about
the relativ e, but also the absolute value of the scalefactors.
This is so becausethe scaled model log-probabilities are ex-
ponentiated in the computation of posteriors. Consequerily,
both the relativ e and absolute valuesof the scaleparameters
e ect the index, but only the relativ e value e ects one-best
accuracy. Expected accuracy, which weights paths by their
posterior probabilit y, is thus able to better predict the utilit y
for indexing.

5. CONCLUSION AND FUTURE WORK

We've intro duced two simple new evaluation measuresfor
speed recognition lattices: expected accuracy and the mini-
mum of expectedand simple accuracy. We've shown that the
traditional measure for recognition evaluation, WER, may
be a worse predictor for downstream retrieval performance,



particularly amongst the more recert generation of lattice-
based systems which consider multiple speed hypotheses
in indexing and seard. In a comparison with simple one-
best accuracy, we experimentally validated that these new
measurescan be superior at predicting a system's ability to
utilize (i.e., highly rank) the recognition output. We hope
such measuresmay reduce the end to end developmert cost
of these systems.

An important limitation of this work is our focus on ranked
utterance retrieval as opposedto full SDR (i.e., real infor-
mation needs,relevance assessmets, and human formulated
topics). Our goal here was to avoid confounding e ects as-
saciated with long queries and to focus on the foundational
problem of detecting a term's presencein the speed. It
remains to be seenif these evaluation measureswill retain
their advantage in the caseof full SDR.

We alsowould lik e to investigate how these measuressuggest
new designs for speed recognizers. While speed recogni-
tion systems have already been developed which explicitly

attempt to minimize WER in expectation (e.g., minimum
Bayes-risk decaders [2]), it seemsplausible that loss func-
tions more closely tied to the IR problem could provide ad-
ditional gains, e.g., by incorporating a notion of term dis-
criminativ eness.
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